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Abstract

pressed in terms of events with “high-level” semantic meaning. However, connecting these models to pixel data remains challenging. Moreover, the lack of general domain
theories makes it difficult to apply this approach to general
video content.
In this paper we present a novel, data-driven approach
to the analysis of causality in video. Our approach is inspired by a classical formulation of causal analysis for time
series, originally due to Clive Granger [10]. Granger proposed that a time series Y could be considered to causally
influence a time series X if predictions of future values of
X based on the joint history of X and Y were more accurate than predictions based on X alone. While this model of
causality does not propose a mechanism for the interaction
between the variables, it has the advantage of being formulated directly in terms of measurement data and therefore
applicable to a broad range of temporal processes.
While the classical formulation of Granger causality is
widely-used in a variety of disciplines, such as econometrics [12] and EEG modeling [6], it is not directly suitable for
video analysis. One problem is the need to fit parametric dynamical models to time series data in order to make causal
predictions. While linear dynamic models such as ARMA
processes can be used to model video textures [23], they
cannot accurately describe the complex dynamics of general video. Furthermore, it has recently become popular to
represent video with a set of codewords, mirroring the success of such representations in object categorization. Causal
analysis would be most useful for video analysis tasks if it
were applicable to such commonly-used event-based representations. We address this challenge by utilizing a nonparametric formulation of temporal causality which is suitable for sequences of events. A similar approach has been
used successfully to analyze spike train data [19].
Our key insight is that a set of visual words that describe
a video sequence can be interpreted as an instantiation of
a multivariate point-process. Each visual word occurs in

We present a novel approach to the causal temporal
analysis of event data from video content. Our key observation is that the sequence of visual words produced
by a space-time dictionary representation of a video sequence can be interpreted as a multivariate point-process.
By using a spectral version of the pairwise test for Granger
causality, we can identify patterns of interactions between
words and group them into independent causal sets. We
demonstrate qualitatively that this produces semanticallymeaningful groupings, and we demonstrate quantitatively
that these groupings lead to improved performance in retrieving and classifying social games from unstructured
videos.

1. Introduction
A basic goal of video understanding is the organization
of video data into sets of events with associated temporal
dependencies. For example, a soccer goal could be explained using a vocabulary of events such as passing, dribbling, tackling, etc. In describing dependencies between
events, it is natural to invoke the concept of causality— a
foot striking a ball causes its motion, a car accident causes
a traffic jam, etc. There is a rich literature in psychology and cognitive science on event perception and causality (see [22] for a recent survey). Within the vision literature, there have been several attempts to develop models of causality that are suitable for video analysis. A
representative example is the work of Mann, Jepson, and
Siskind [18] on event analysis using the Newtonian laws of
motion. When domain models are available, as in the case
of physics or sporting events, causal relations can be ex∗ This work was performed while the author was a postdoctoral fellow
in the School of Interactive Computing at Georgia Tech.
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a subset of video frames. We denote these occurrences as
low-level visual events, whose sample times are governed
by a point process model. In the statistical literature, point
processes (of which the Poisson process is the most wellknown example) are the standard representation for event
data [5]. The statistical relationship between a pair of point
processes can be captured by its cross-spectral density function, which can be estimated nonparametrically from sample data. We can then utilize a frequency domain formulation of Granger causality, due to Geweke [9], to make predictions of temporal causality.
The result of our procedure for temporal causal analysis
of visual event data is a graph which indicates the pairwise
causal relations between visual words (see Fig. 2(e)). This
graph effectively partitions the set of visual words into disjoint subsets, based on the dynamics of their co-occurrences
over time. A key advantage of this approach to video segmentation is that it is able to aggregate information across
a long time interval, without the need for accurate pixellevel segmentation or tracking. Such an approach can complement existing methods for motion-based segmentation,
which typically exploit information at short time scales.
We demonstrate qualitatively that the segmentations of
visual words produced by our analysis frequently correspond to the actual patterns of interaction in complex video
footage. In addition, we quantify the benefit of our method
for the tasks of retrieving and classifying social games from
unstructured video footage. Social games, such as peek-aboo, are repetitive and turn-taking interactions. Our previous work demonstrated that social games can be represented
as quasi-periodic patterns in video event data [25]. We show
that causal analysis can be used to segment a repetitive interaction from other motion, resulting in improved retrieval
and classification performance.
In summary, this paper makes three contributions:
• We introduce a novel representation of video content
which encodes the dynamics of visual events as a multivariate point-process.
• We show that a nonparametric pairwise causality test
for point-processes can be used to partition visual
events into independent groups.
• We demonstrate both promising qualitative segmentation performance and substantial quantitative improvements in the retrieval and categorization of social
games using causal analysis.

2. Related Work
We are not aware of any prior work on the segmentation of space-time visual words based on their temporal cooccurrences, or on the use of temporal causal analysis to
group visual events.

Causal analysis in vision Humans are fundamentally predisposed to construct causal interpretations of their experiences [22], and the analysis of causality in video has been
a long-standing goal in computer vision. For well-defined
scenarios in which strong domain models are available,
causal relationships can be specified and applied directly.
A canonical example is the use of Newtonian mechanics to
describe object interactions in video in terms of cause and
effect relationships [18, 3]. Likewise, in the case of sports
analysis, knowledge of the game rules along with the ability to model, parse and track the relevant actors and objects
makes it possible to conduct causal analysis using spatial
and temporal relations. A recent, representative example is
the work of Gupta et al. on baseball videos [11]. As an
alternative to domain models, human annotations of video
can be used to infer causal relations based on simple statistics, as was demonstrated in [26] using LabelMe Video. In
contrast to these works, our goal is to perform causal analysis on general classes of video content without the need for
domain knowledge or human annotations.
Zhou et al. employ the continuous-time Granger causality test to extract features for activity classification from
pairs of interacting objects [27]. Objects are first tracked
and then causal analysis is performed on pairs of trajectories to extract features. This approach is limited to situations in which object tracking can be performed reliably.
In Loy et al., analysis of the time delay between spatiotemporal activity patterns is used to characterize causal relationships [17]. In contrast to these works, we develop an unsupervised approach to the causal analysis of point-process
data, and demonstrate its effectiveness in analyzing video
containing different types of repetitive motions. Point processes have been used in other situations. For example, Ge
and Collins [8] adopt a marked point process framework for
crowd counting.
Exploiting repetitiveness Repetitiveness is a powerful cue
for video analysis. Periodicity is a strong form of repetitiveness, and previous authors [4, 20] have used Fourier
time-frequency methods to analyze video of periodic motions, such as walking and running. More recently, we have
demonstrated that a weaker form of repetitiveness, which
we call quasi-periodicity, can be used to characterize social
interactions in video [25]. We presented an unsupervised
method for retrieving social games from unstructured video
footage by mining quasi-periodic patterns. Videos with
quasi-periodic structure are particularly good candidates for
causal analysis, as they generate point processes with a high
density of interacting events. We show in Sec. 4.1 that
causal analysis can be used to improve the accuracy of social game retrieval.
Sparse visual words representation of activities Sparse
space-time features have been shown to be effective in recognizing actions [7, 15, 16]. They are tolerant of the large

intra-class variations that arise in natural videos. In our
work, we utilize space-time visual words as a source of lowlevel visual events for causal analysis.
Video segmentation Standard approaches to video segmentation utilize motion and appearance features to segment
video into regions or volumes at the pixel level. The automatic generation of accurate segmentations of video objects remains challenging, and the current best results are
based on user-interaction [1]. In contrast, we explore an alternative segmentation approach in which visual events are
grouped on the basis of their temporal interactions.
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3. Temporal Causal Analysis

Figure 1. A sequence of a pattycake with additional noise motion.
Example frames with overlayed visual words are shown in (a)-(d).
The co-occurrence matrix of point-processes is shown in (e).

Our approach consists of two stages. The first stage encodes the video sequence as a multivariate point-process
over visual events. We use spatio-temporal visual words to
define a vocabulary of visual events and encode recurring
motions. The second stage analyzes causal relationships
between pairs of point-processes and groups co-occurring
visual-words into independent causal sets.

low process corresponds to the noise motion. From the
temporal ordering of the processes in the co-occurrence matrix, we can observe that the blue and green processes cocause and co-occur, and in addition they cause the red process, whereas the yellow process occurs independently of
the other three.

3.1. Point-process representation of video
Visual events from spatio-temporal words The spacetime interest point detector [14] is applied to each video
sequence. Each interest point p has a feature vector fp
with two components: position-dependent histograms of
oriented gradients (HoG) and optical flow (HoF) from p’s
space-time neighborhood. Spatio-temporal visual words are
built by applying k-means clustering to {fp }. Each interest
point is assigned to the closest visual word.
Multivariate point-processes Each visual word occurs in a
subset of frames, with frame numbers {tl }, and can therefore be represented as a point process N i (t), where N i (t)
counts the number of occurrences of the event type i in the
interval (0, t]. The key defining property of a point process is that events are defined only by their time of occurrence. The number of events in a small interval dt is
dN i (t) = N i (t + dt) − N i (t), and E{dN i (t)}/dt = λi
is the mean intensity of the process N i (t). We consider the
zero-mean process Ni (t) = N i (t) − λi t. Point-processes
generated by each of the m visual words in a video sequence form a m-dimensional multivariate point-process
with counting vector N(t) = (N1 (t), N2 (t), . . . , Nm (t))T .
We assume that the process defined by N(t) is zero-mean,
wide-sense stationary, mixing, and orderly [5].
An example is shown in Fig. 1. The sequence consists
of a patty-cake game with a secondary “noise” motion. The
four point-processes corresponding to the visual words are
shown in the co-occurrence matrix in Fig. 1(e). The green
and blue processes correspond to the hand-going-up stage
of the patty-cake game, the red process corresponds to the
hands-touching stage of the patty-cake game, and the yel-

3.2. Spectral representation of point processes
The first step in pair-wise causal analysis is to represent the statistical relationship between two point-processes
Ni (t) and Nj (t). This relationship is captured by the crosscovariance density function Ri,j (τ ) at lag τ (Eq. 1), which
is analogous to the cross-correlation function in a vector
time-series model [2],
Ri,j (τ ) =

E [dNi (t)dNj (t + τ )]
− 1[i = j]λi δ(τ ), (1)
dtdτ

where δ(τ ) is the classical Kronecker delta function. The
auto-covariance when i = j is handled as a special case via
the indicator function 1[b] for Boolean b.
A nonparametric estimate of the cross-covariance can be
obtained from the cross-correlogram: The time axis (0, T ]
is divided into w bins and a histogram of events is computed at each bin. The event data is successively re-binned
by taking each occurrence of an event of type i, shifting the
time origin so that this event occurs at time zero, and then
re-binning the events of type j. The normalized count in
bin k of the resulting histogram gives us an estimate of the
probability that an event j will arrive at a lag of kw after
event i, that is Ri,j (kw). Similarly, auto-covariance is estimated by dividing the time axis into w bins and calculating
the probability of an event occurring at each bin.
The cross-spectrum Si,j (f ) between processes Ni and
Nj is the Fourier transform of the cross-covariance density
function, and the auto-spectrum Si,i (f ) of process Ni is the
Fourier transform of the auto-covariance density function.
The spectral matrix for the multivariate point-process N(t)
is formed from the auto-spectrum (diagonal elements) and

the cross-spectrum (off-diagonal elements):
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The spectrum can be written compactly as:
Z
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A key computational challenge is the computation of the
spectral matrix from sequences of multivariate event data
in an efficient and numerically stable manner. The practical
considerations of avoiding bias and leakage are the same for
event data as they are for time series spectrum estimation.
We use the multitaper method [24] to estimate the spectrum,
as it provides good leakage properties. In the multitaper
method, K data tapers {hk }K
k=1 are applied successively to
the ith event and the Fourier transform is applied to obtain:
1
Si,j (f ) =
2π

(b) Causal Measures
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0

0.96

1.97

0

0

0

0

0

1.41

0.73

0

0

0

0

0

0

4

2

R

G

3

Y
B

(d) Causal Matrix

(e) Causal Graph

Figure 2. Visualization of Temporal Causal Analysis.
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Estimates for the spectral matrix elements Si,j (f ) using M
are obtained as [2]:
Sbi,j (f ) =

K
1 Xf
fj (f, k)∗ ,
Mi (f, k)M
2πKT

which can be viewed as linear projections of xt and yt on
their own past values, which we denote as Xt−1 and Yt−1 ,
respectively. The linear projection of xt on both Xt−1 and
Yt−1 and of yt on both Xt−1 and Yt−1 can be obtained from
the joint auto-regressive process:
xt =

∞
X
i=1

(5)

a2i xt−i +

∞
X

c2i yt−i +u2t , var(u2t ) = Σ2 (8)

i=1

and

k=1

where w∗ denotes the complex-conjugate transpose of w.
A visualization of the spectral matrix for the processes in
Fig. 1(e) is shown in Fig. 2(a), where the y-axis denotes
magnitude of the spectral components and the x-axis denotes frequency. The cross-spectrum captures a measure
of co-occurrence as a function of frequency between two
processes. Processes which co-occur, such as the blue and
the green processes, will have high energy in their crossspectrum components.

yt =

i=1

i=1

a1i xt−i + u1t ,

∞
X

d2i xt−i + v2t , var(v2t ) = Γ2 .

i=1

FY →X = ln(|Σ1 |/|Σ2 |).

In this section we describe a test for Granger causality
based on a cross-spectral representation of pairwise pointprocesses. We start by reviewing the more basic causal test
for time-series data. See [9] for a detailed discussion.
Consider two vector autoregressive processes:
xt =

b2i yt−i +

(9)
The variance Σ1 in Eq. 6 represents the error in predicting
the present value of xt from its own past, while the variance
Σ2 in Eq. 8 represents the error in predicting the present
value of xt from the past values of both Xt−1 and Yt−1 . If
Σ2 is less than Σ1 , then Y is said to cause X. This intuition
is captured by the causal measure [10]:

3.3. Granger Causality

∞
X

∞
X

var(u1t ) = Σ1

(6)

(10)

A similar measure of causality from X to Y can be computed by symmetry. However note that in general FY →X 6=
FX→Y , due to the directionality of the flow of time.
3.3.1

Nonparametric Granger Causality

A key advantage of the spectral characterization of point
process data is that it enables the use of a spectral domain

method for causality analysis proposed by Geweke [9]. Although this method was developed for time series data, it
can be applied to a more general spectral representation.
The main main idea behind the spectral approach is to decompose FY →X by frequency. We can obtain this decomposition in the time series case by considering the following
system constructed from Eqs. 8 and 9:


 

a2 (τ ) c2 (τ )
xt
u2t
=
,
(11)
d2 (τ ) b2 (τ )
yt
v2t
where τ is the lag operator and the coefficient matrix is denoted as C(τ ). Taking the expected value and the Fourier
transform of Eq. 11, we can solve for the spectral matrix of
the joint process [xt yt ] as
S(f ) = T(f )ΣT(f )∗ ,

(12)

In Eq. 12, T(f ) is the transfer function, defined as the
inverse of the Fourier transform of the coefficient matrix
C(τ ), and Σ is the joint covariance of the noise processes.
When u2t and v2t in Eqs. 8 and 9 are correlated, there is
an instantaneous causality which makes it more difficult to
attribute the power of xt appropriately. A transformation is
used to remove the instantaneous causality (see [9] for the
e ) and
details), resulting in a modified transfer function T(f
e 2 and Γ
e 2 . The auto-spectrum of xt can
noise processes Σ
then be written as:
e x,x (f )Σ
e 2T
e ∗ (f ) + T
e x,y (f )Γ
e 2T
e ∗ (f ).
Sx,x (f ) = T
x,x
x,y
(13)
The first term in Eq. 13 is the intrinsic power and the second
term is the causal power of xt due to yt , which identifies the
total power of xt at frequency f that is contributed by yt .
The causal measure from Y to X is then defined as [9]:
!
|Sx,x (f )|
.
(14)
GY →X (f ) = ln
e x,x (f )Σ
e 2T
e ∗ (f )|
|T
x,x

The causal measure from X to Y follows by symmetry.
Eqs. 12 and 13 can be viewed as defining a factorization
of the spectral matrix from Eq. 2, which yields the terms
that are needed to compute the causal measure via Eq. 14.
In the case of time series data, these terms can be computed
directly by fitting an auto-regressive model to the data. In
the point process case, we can estimate the spectral matrix
directly using Eq. 5. We can then obtain the factorization in
Eq. 12 using direct numerical factorization techniques [21].
This makes it possible to compute causal measures without
the need to fit parametric models to the data.
Fig. 2(b) gives the plots of the causal measures,
Gi→j (f ), that were computed from the spectral matrix in
Fig. 2(a) using Eq. 14. We obtain a scalar causal score from
each casual measure by integrating over frequency. All m

pairwise causal scores can be summarized in a causal matrix
as follows:
X
C(i, j) =
Gi→j (f ), ∀i6=j
(15)
f

where C(i, i) = 0, ∀i. The causal scores are illustrated as
horizontal black lines in Fig. 2(c).

3.4. Statistical Thresholding
In order to segment events into causal sets, we must
threshold the pairwise causal scores from Eq. 15. We use
an empirical null-hypothesis testing framework to compute
the threshold that corresponds to a desired significance level
(see [13]). In order to obtain an empirical distribution for
the null hypothesis, we repeat the following process: Pairs
of channels are selected at random and their event data is
shuffled. Causal scores are computed from this randomized
surrogate data, and the aggregation of these scores yields
a distribution. A threshold is then chosen to achieve a desired level of significance with respect to this distribution.
The threshold (0.61) for the example of Fig. 1 is illustrated
as a horizontal red line in Fig. 2(c). Causal scores (black
lines in Fig. 2(c)) which exceed this threshold correspond
to detected pairwise relationships. The final thresholded
causal matrix is given in Fig. 2(d). We can interpret this
matrix as a directed causal graph, as illustrated in Fig. 2(e),
where edges denote causal influence. We refer to the connected components of this graph as causal sets. Note that
the graph in Fig. 2(e) contains two causal sets, corresponding to the pattycake interaction (G, R, and B) and the noise
process (Y). The causal sets provide a segmentation of the
video based on the temporal interactions between visual
event data. In this example, they correctly identify the presence of two independent processes.

4. Experimental Results
We present both qualitative and quantitative evaluations of our method. First, we demonstrate that our
analysis can produce meaningful groupings of visual
words in a diverse set of videos. Second, we quantitatively evaluate these groupings through both the retrieval and the classification of social games from unstructured video sequences. Software, data, and further results can be obtained from our project page:
http://www.cc.gatech.edu/cpl/projects/temporalcausality.

4.1. Temporal Grouping of Visual Words
We applied our analysis to a diverse set of video sequences containing two person (dyadic) interactions. The
goal was to determine whether our method would group the
visual words produced by the dyad into the same causal set,

(a) Sequence of kick-ball from GT Child Play dataset.

(b) Sequence of roll-ball from GT Child Play dataset.

Figure 3. Visual words corresponding to game are shown in green, and those corresponding to non-game are shown in red.
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Figure 4. Retrieval performance on GT Child Play dataset. Solid
lines denote performance using our causal grouping, and dashed
lines denote performance using all visual words [25].

and identify independent motions. We analyzed three types
of videos: toy examples in which the correct grouping is obvious, handshake sequences from the HOHA dataset [15],
and social games from the GT Child Play dataset [25].
Visualizations of the causal groupings are shown in
Fig. 7. For each sequence, visual words are shown in the
top row, and the causal sets from our analysis are shown in
the bottom row. In each case, we manually identified the
most salient causal set, and rendered it in green.
In the toy example (Fig. 7(a)), our method correctly identifies the two sets of independently moving actors. In the
handshake examples from HOHA (Figs. 7(b) and 7(c)), we
see that a large majority of the events produced by the handshake action are grouped into a single causal set, which is
independent of the background events. Likewise, in the example of social games (Figs. 7(d) and 7(e)), our analysis
successfully recovers the dyad, which is independent of unrelated scene motions such as the events from the soccer
ball in Fig. 7(d) and the camera motion in Fig. 7(e).

4.2. Retrieval of Social Games
In our first quantitative experiment, we address the problem of social game retrieval from videos of parent-child interactions [25]. For the task of retrieval, we segment the
video into overlapping (50% in number of frames) video
segments using a sliding window, and we augment the
space-time feature vector with normalized (x, y). We com-

pute visual words across each video segment and apply temporal causal analysis to each video segment. We then apply our frame-level method [25] to each of the independent
causal sets to identify the presence of a social game. In our
approach, each frame is represented by the histogram of visual word it contains, and an event label is assigned to each
frame by applying k-means clustering to the histogram representations of frames. Then, quasi-periodic pattern extraction is applied to determine the presence of a social-game.
The precision-recall curves of retrieval performance are
shown in Figure 4, where solid lines represent our retrieval
performance and dotted lines represent the retrieval performance of [25]. We achieve a significant improvement in
performance across all videos for both social games and
quasi-periodic events by using temporal causal analysis. In
addition, temporal causal analysis enables us to localize the
social games in a given video sequence. Fig. 3(a) and 3(b)
shows the causal set corresponding to a social game (shown
in green) for the sequences 7(d) and 7(e), respectively. Notice that in both sequences the causal set corresponding to
the dyad is correctly identified as a social game.

4.3. Classification of Social Games
In our second quantitative experiment, we address the
problem of classifying social games from YouTube. The
dataset contains 3 types of social games: babytoss, pattycake, and tickle of 21, 43, and 23 sequences each, respectively. Due to the nature of both social games and home
videos, the dataset exhibits large intra-class variability both
in appearance and style of play. There is significant camera movement and motion from background objects, and
using all the interest points in a sequence for classification
is undesirable. We apply temporal causal analysis to each
video sequence, and manually select the most salient causal
set corresponding to the dyad for each sequence. We then
apply an approach similar to [15] for classification on the
subset of visual words corresponding to the salient causal
set. We split the videos equally into training and testing sets
and adopt a one-against-all, winner-takes-all (OAA-WTA)

approach to multi-class classification. For the baseline, we
use all the detected interest points without temporal causal
analysis. Comparisons of classification accuracy between
the baseline and our approach is shown in Fig. 5, and the
confusion matrix of the classification is shown in Fig. 6.
We demonstrate significant quantitative improvement over
the baseline by using temporal causal analysis.

B
P
T
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45.9%
49.4%
45.3%

Causal
57.9%
72.1%
56.8%

Figure 5. Comparison to baseline
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Figure 6. Confusion Matrix

5. Conclusion
The ability to characterize the temporal structure of
video events in an unsupervised manner is a key capability for video analysis. It can enable us to move beyond
reasoning about atomic actions, and potentially ameliorate
the continual need for training data. We have demonstrated
that a nonparametric formulation of Granger causality can
be used to identify patterns of interaction between repeating events, and partition them into independent causal sets.
Our key observation is that a collection of space-time visual
words can be interpreted as the instantiation of a multivariate point-process. In our experiments, causal sets frequently
correspond to salient groupings of events, and they lead to
improved performance in retrieving and categorizing social
games from video.
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(a) Ball-throw sequence with other noise motion

(b) Handshake sequence from the movie Forrest Gump

(c) Handshake sequence from the movie Casablanca

(d) Kick-ball sequence from HSI dataset

(e) Roll-ball sequence from HSI dataset

Figure 7. Visualizations of groupings from temporal causal analysis. All visual words are shown in the top row, and the causal sets are
shown in the bottom row. Note that the salient set (identified by hand) is shown in green for visual clarity. Videos of these groupings and
further groupings from other sequences can be downloaded from: http://www.cc.gatech.edu/cpl/projects/temporalcausality.

